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Abstract—Construction of three-dimensional (3-D) models from multiview range images involves three
general steps: (1) image integration, (2) recovery of missing data, and (3) model representation and editing.
Literature related to these three steps are reviewed and new results in data recovery and model editing are
presented. Examples demonstrating different steps of the model construction process are also given using

range images from a variety applications.
Science Ltd. All rights reserved.
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I. INTRODUCTION

A range image contains distances of points in a scene
to the viewer and thus provides direct information
about the geometry of the scene. Range images are
used in various applications. They are used in reverse
engineering to modify an existing design based on
production-line requirements.'*?’ They are used to
inspect the surface finish of turbine blades and solder
joints.’® They are used to determine the geometric
integrity of manufactured parts and to measure their
precise dimensions.”” They are used in dentistry to
reconstruct teeth structures,'” measure teeth move-
ments.” and design dental prostheses.®> They are
also used in medicine to position patients within to-
mographic scanners and localize them for radiation
therapy.'”

In this paper, we will concentrate on constructing
3-D free-form models from multiview range images.
Model construction could be for different purposes. It
could be for visualizing and manipulating objects, it
could be for identifying objects, or it could be for
generating a database of 3-D models. Depending on
an application, one or more of the following steps may
have to be followed to construct a 3-D model from
range images:

(1) Integrate multi-view range images.
(2) Estimate missing range data.
(3) Represent and edit a model.

Data gathered from range scanners are usually
viewer-centered. If the relation between the views is
known, the image in one view can be transformed into
the image in another view. Two images in the same
view can then be integrated. The Cyberware whole-
body scanner is a commercially available range scan-
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Recovery of missing data

ner that has four scanning heads at fixed relations to
each other. The scanner. by capturing and combining
images from four views of an object, can reconstruct
the object in 3-D. When the relation between the
views is not known, this relation has to be determined
by an image registration technique. Once this relation
is determined, the image in one view can be trans-
formed and integrated with the image in another view.
If two range images are given in the object-centered
coordinate system, the images can be integrated with-
out image registration also. It has been shown that
if a special fiducial marker is attached to the object at
the time the images are acquired, then the images can
be transformed into the coordinate system of the
object and integrated without image registration.

Most range scanners scan a scene line by line, with
each scan containing the same number of samples.
A range image, therefore, represents an array of
samples from a scene. An array of captured samples,
however, may not cover a 3-D scene completely.
When mapped into 3-D, an array of range values may
produce large gaps. To be able to reconstruct the
scene in its entirety, it is necessary that data in the
gaps are estimated also.

Range scanners produce discrete measurements
from continuous surfaces. It is, therefore, necessary to
construct a smooth surface from discrete range values.
The obtained surface can then be displayed and
treated as a single entity. To design a free-form model,
it is required to provide the tools to edit the model
also.

In the following, in Section 2, existing registration
methods will be reviewed. Then, in Section 3, existing
techniques for estimating missing range data will be
given and a new technique to recover missing data by
surface fitting will be introduced. Next, in Section 4,
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literature related to representation and editing of free-
form models will be reviewed and a method to edit
models represented by rational Gaussian surfaces will
be introduced. Examples demonstrating each step of
the model construction process will be given.

2. INTEGRATING MULTIVIEW RANGE IMAGES

A range tmage shows a set of 3-D samples from an
object. The samples are usually in the viewer-centered
(scanner-centered) coordinate system. When the scan-
ner is moved to a new point to capture another image
of the object, the new image will represent samples
from the object in a new coordinate system. To inte-
grate images from the two views, it is necessary to
determine the relationship between the two coordi-
nate systems of the camera. If the scanner is fixed but
the object is moved to obtain another image of the
object, the relationship between the two object posi-
tions should be determined. The objective in image
registration is to determine the relationship between
the two coordinate systems of the scanner or the
object so that by transforming one coordinate system
into another, data acquired in one view could be
integrated with data acquired in another view. When
data from two views of an object are in the same
coordinate system, image integration simply becomes
that of finding the union of the two data sets. When
finding the union set, effort is made to keep only
unique samples and remove repeated ones.

Existing registration techniques can be categorized
into surface matching and feature matching. Surface-
matching techniques start with an approximate regis-
tration and iteratively refine the registration by grad-
ually reducing the error between overlapping areas in
the images. In these techniques, if the initial registra-
tion is not close to the final one, the error-minimizing
process may trap into a local minimum and never
reach the global minimum, missing the correct regis-
tration. Besl and McKay,®® Chen and Medioni,'”
Dorai et al.*® Gagnon et al,'" and Masuda and
Yokoya'? developed variations of image registration
by surface matching using different objective func-
tions. A surface-matching method that does not de-
pend on the initial registration also has been
developed by Potmesil.!* This method fits a B-spline
surface to a range data set in a coarse-to-fine fashion.
At the coarsest level, four surface patches are fitted to
each data set, and the averages of normals of the two
surfaces are used to determine the rotational and
subsequently translational differences between the im-
ages. The resolution of the images and the number of
B-spline patches are gradually increased to improve
the registration accuracy. A similar method has been
developed by Bergevin et al.'* using triangulated
data in a coarse-to-fine fashion.

In feature-matching techniques, correspondence is
first established between a number of features in the
images and then, from the correspondences, a trans-
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formation function is determined to register the im-
ages. Ferrie and Levine’® developed an algorithm
using features that describe local surface properties to
register range images. Kehtarnavaz and Mohan'®
used surface curvatures, Thirion!!”’ used curvature
extrema, Parvin and Medioni,'® Kawai et al.''? used
surface patches, and Bhanu?® used planar patches to
register range images. Feature-based techniques rely
on the existence of predefined features, and, if such
features do not exist in the images, registration will
not be possible. The accuracy of image registration by
feature-matching techniques depends on the accuracy
of the available features.

A method described by Higuchi et al?! uses
a combination of surface-matching and feature-
matching techniques to register images. This method
determines the curvature at each point in a range
image and maps them to a unit sphere. The sphere is
then partitioned into equal cells, and the array of cells
is matched to another array of cells obtained from
a second range image. This matching process involves
rotating one sphere over the other and at each rota-
tional step determining the total difference between
the curvatures of the two images. The rotational step
producing the smallest total difference is then used to
determine the rotational difference between the im-
ages. This idea has been used previously by Brou'??
to determine the orientation of an object with respect
to its model using the surface normals. Once the
rotational difference between the images is computed,
the translational difference between them is deter-
mined by an iterative surface-matching technique.?"’
Another global registration method has been de-
veloped by Chua and Jarvis.** This method selects
three dispersed points in one range image and finds
the corresponding points in the other range image
using principal curvatures. Then, a heuristic search is
carried out to determine the transformation function
that will register the images.

If the range images are already obtained, the above
techniques may be used to register them. However, if
the range images have not been obtained yet, one may
attach a fiducial marker of a known geometry to the
object before obtaining the images. Then by determin-
ing the position and orientation of the fiducial with
respect to the viewer, one can determine the position
and orientation of the object with respect to the
viewer. Fiducials the shape of a cube or three ortho-
gonal axes as shown in Fig. | have been used."”’ The
three orthogonal edges sharing a corner in the cube,
or the three orthogonal axes in the wire, can be used
to define the coordinate system of the object. By
transforming viewer-centered range values to object-
centered range values, range images obtained from
different views of the object can be transformed in the
coordinate system of the object and integrated with-
out registering the images.

Figures 2(a)—(d) show four range images obtained
from four views of the dental cast of Fig. 1(a), and
Figs 2(e) and (f) show two views of the reconstructed
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Fig. 1. Fixation of a fiducial to a dental cast: (a) three orthogonal wires joined at one end are used as
a fiducial. (b) a cube is used as a fiducial. The three orthogonal axes obtained from the wires or the three
edges that share a corner in the cube are used to define the coordinate system of the dental cast.

cast. To obtain this model cast, range images were
first transformed into the coordinate system of the
cast (the coordinate system of the fiducial), and the
images were then integrated.

3. RECOVERING MISSING DATA

Range images obtained from different views of an
object often contain gaps. If the gaps are due to self-
occlusion [as shown, for example, in Figs. 2(a)—(d)],
then integrating multiview images results in gaps be-
ing filled. However, missing data may not be due to
sell occlusion [see, for example, Fig. 3(a)]. When
a range image is mapped into 3-D, the spacing be-
tween the points will be non-uniform, and, depending
on the geometry of the object and the viewpoint of the
scanner, distances between some points may be large
enough to create gaps. To construct a model of an
object, it is crucial that these gaps are filled. Hoppe
et al?572% studied this problem considerably and
developed a hierarchical triangulation that first trans-
formed the data into a triangular mesh and then, by
an optimization process, combined adjacent triangles
to obtain larger triangles while keeping error between
the triangles and the data within a tolerance. This
method recovers missing data by covering the entire
object with a triangular mesh. Veltkamp®®' tri-
angulated range data by constructing the convex
hull of the points iteratively, and Szeliski et al.®!!
triangulated range data according to the Newtonian
mechanics and forces defined by co-planarity, co-nor-
mality, and co-circularity of the triangles. A method
developed by Chen and Schmitt*? determined the
triangles based on preimposed constraints to preserve
sharp edges and corners in a constructed model. After

a data set is triangulated, a triangular patch is fitted
to each triangle in such a way that adjacent patches
join smoothly,®? thus representing the model with
a smooth surface.

A method developed by Edelsbrunner and
Mucke** wraps a data set with a composite of
spherical patches, each being created by one data
point. This process fills in the gaps by using appro-
priately sized spherical patches. Sapidis and Besl®*®
partitioned a range data set into subsets and fitted
a polynomial patch to each subset, thus representing
a model with a piecewise polynomial surface. One
also may fit an elastic surface®®™*® to the data to
recover missing data. Next, we will show how a class
of elastic surfaces known as rational Gaussian surfa-
ces'*” can be used to recover missing data.

Given a set of scattered points in 3-D
{Vi:i=1, ..., n}, the rational Gaussian surface that
approximates the points is given by [37]

P(uyp) = Zl: Vigiu, v), u, vel0, 1], (1)

i=1
where ¢;(u, v) is the ith basis function of the surface
defined by
(, v) W:G{u, v)

l' u, U R — 2
g ST WGy, v)

e j=1

(2)

and G;(u, v) is a 2-D Gaussian centered at the ith node
of the surface. A node is associated with each point,
showing the relation of the point with other points. If
a range data set represents a single view of an object,
the surface to be constructed is single valued and the
components of a node can be set proportional to the
x and y coordinates of the corresponding point. If
a range image represents a cylindrical scan of an
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Fig. 2. (a)~(d) Range images obtained from four different views of the dental cast of Fig. 1(a). Larger
intensities show higher elevations, and the dark spots in these images show areas where data were not
captured due to occlusion. (¢), (f) Two views of the dental cast after integrating images (a)—(d).

object, each row in the image can be considered
a horizontal cross-section of the object, while each
column can be considered a vertical scan at a particu-
lar orientation. The two components of a node in such
a data set can be set proportional to the row and
column numbers of the corresponding point in the
image.

The standard deviation of a Gaussian at a node
determines the smoothness of the surface at and in the
neighborhood of the node. A surface with a smaller
standard deviation represents local shape details bet-
ter than a surface with a larger standard deviation.
The larger the standard deviation, the less detailed the
reconstructed surface. Parameter W; in formula (2)

shows the weight of the ith point. The higher the
weight, the more the surface is pulled towards that
point. Usually, all the weights are set to the same
value (such as one), but if some points are known to be
more important than the others, they may be given
higher weights so that they influence the reconstruc-
ted surface more. If a surface obtained in this manner
is quantized with small enough steps in 4 and v, dense
points on the object will be obtained, filling in the
gaps.

The range image shown in Fig. 3(a) was obtained by
a Cyberware range scanner with four scanning heads
at fixed positions with respect to each other. There-
fore, image integration is achieved without registering
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Fig. 3. (a) Range data obtained by a Cyberware whole-body scanner, when scanning a person’s leg. (b)
and (c) Two different views of the reconstructed leg.

the images. The integrated image, as shown in Fig.
3(a) contains a large number of gaps. To fill in the
gaps, a rational Gaussian surface was fitted to the
range data to obtain the images of Figs 3(b) and (c).
The surface-fitting process smoothly fills in the gaps
and represents the whole data set by a single surface.

Another example of data recovery by surface fitting
is demonstrated in Fig. 4. Figure 4(a) shows a terrain
relief map. The larger the intensity at a point, the
higher is its elevation. Mapping this elevation data set
into 3-D, we obtain the image shown in Fig. 4(b). We
see that, although a full array of range values was
provided in Fig. 4(a), when the range values are map-
ped to 3-D, gaps are obtained in areas where sharp
changes in elevations exist. Fitting a rational Gaus-
sian surface to the data of Fig. 4(b), we obtain the
model shown in Fig. 4(c). The surface-fitting process
fills in the gaps and represents the terrain continuous-
ly and smoothly as a 3-D model.

Recovering missing data by surface approximation
has limitations. The larger a gap, the less accurate the
estimated values. If a gap belongs to a flat or a slowly
varying area, the recovered data will be more accurate
than when the same size gap belongs to a sharply
varying area. In order to recover missing data that
smoothly blend with existing data, the smoothness of
the surface should be increased. This, however, will
smooth out details in existing data. One, therefore,
should decide whether preserving details in existing
data is more important than smoothly filling in the
missing data, and choose the smoothness of the sur-
face accordingly.

An example showing the effect of surface smooth-
ness in recovery of missing data is shown in Fig. 5.
Figure 5(a) shows the x, y, and z coordinates of a cy-
lindrically scanned image data set by a Cyberware
scanner with a head that revolves about a person
while scanning. Corresponding points in the three
images in Fig. 5(a) show the x, y, and z coordinates of
a point on the person. After mapping this data set into
3-D, we obtain the digital model shown in Fig. 5(b).
This model, as can be observed, contains a large
number of gaps. By fitting a rational Gaussian surface
to the data and selecting three different smoothness
levels, we obtain the surfaces shown in Figs 5(c)—(e).
The smoothness increases from (c) to (e). We observe
that as the smoothness of the surface is increased,
although estimated range data more smoothly blend
with existing data, more details in existing data are
lost. There is a trade off between preserving details in
existing data and accurately estimating missing data.
One may choose the smoothness of a surface interac-
tively while viewing the reconstructed model and stop
whenever the desired surface is obtained.

4. MODEL REPRESENTATION AND EDITING

Different representations have been proposed for
describing objects in range images.“! In this paper
we will concentrate on those representations that de-
scribe free-form objects. A representation for free-
form objects should be able to accommodate all
geometries and shapes. Since arrangements of points
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Fig. 4. (a) Elevation map of a terrain scene. (b) Digital reconstruction of the terrain after mapping the
elevationsinto 3-D. (c) Smooth reconstruction of the terrain by fitting a rational Gaussian surface to the
data in (b).

in a data set obtained by integrating multiview range
images may be irregular, we cannot use surfaces such
as B-splines and Non-Uniform Rational B-Splines
(NURBS), because they require regularly spaced grids
of points. If data are irregularly spaced, they may be
triangulated,*? and triangular patches may be fitted
to the triangles in such a way that neighboring
patches join smoothly.®* A method developed by
Peters**? starts from an irregular mesh and fits cubic
and quadratic splines to n-sided mesh elements in
such a way that neighboring patches join smoothly.
The method is local since each patch is obtained from
a small number of points in the neighborhood of the
patch.

An alternative to a local technique is a global tech-
nique that fits a single surface to an entire data set.
A global technique, however, should be locally sensi-
tive so that a surface point is determined mostly from
data in a small neighborhood. If data are single-
valued, such as a single-view range image of an object,
then a single-valued surface may be used to represent

the model.#*~*® If data are not single-valued, energy-
minimizing surfaces®8749-47-48 and rational Gaus-
sian surfaces®” may be used to represent the model.

A capability required in model construction is
model editing. Editing a model can be achieved either
by moving the data points before obtaining a surface
or by modifying a surface after it is obtained. Tech-
niques that allow interactive modification of a model
have been developed by Celinker and Gossard,*®
Borrel and Rappoport,*® Rappoport et al.,* " Seder-
berg and Parry,*% and Terzopoulos and Qin.®* The
rational Gaussian surface described in the preceding
section can also be used to interactively modify
a model. Since a rational Gaussian surface can fit to
an irregularly spaced set of points, new points can be
added to desired areas in a surface or an existing point
can be moved with the mouse to locally modify the
shape of the surface. Since in a rational Gaussian
surface the given points could have weights associated
with them, by appropriately assigning weights to the
points one can control the amount of pull or push
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Fig. 5. (a) The x, y, and z coordinates of points on a person’s head and shoulders obtained by

a Cyberware range scanner with a rotating head. Corresponding rows in images in (a) show the x, y, and

z coordinates of points on a horizontal cross-section of the person’s head or shoulder. (b) Mapping

range values in (a) into 3-D. In this image, the brighter a point, the closer it is to the viewer. (c)-(e)

Reconstructing the person’s head and shoulders by fitting rational Gaussian surfaces with three different
smoothnesses to the data in (b).

applied to a surface in a local neighborhood. In To edit a rational Gaussian surface, the user can
addition, since each point has a standard deviation add points to the surface, delete points from the sur-
associated with it, the size of the neighborhood it face, or change the positions of points. For instance,
influences can be controlled. to edit a surface, one may add points to a desired
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neighborhood with a 3-D input device and, by mov-
ing the points interactively,** modify the shape of the
model in that neighborhood. This capability provides
an effective mechanism for interactively designing and
editing a model. In Fig. 6(a), using a 3-D pointer,
points in a circular area of radius 5 pixels were moved
near the right cheek of the woman. The standard
deviations of Gaussians assigned to the new points
were all equal to 10 pixels, while the standard devi-
ations of Gaussians assigned to the rest of the data
points were all equal to 1.5 pixels. The added points
modified the cheek of the woman from Figs 6(a) to (b).
In Fig. 6(c) no new control points were added to the
surface of Fig. 6(a), but points in an area of radius
5 pixels on the woman’s cheek were displaced (moved
outward). The standard deviation of Gaussians as-
signed to all displaced points was 3 pixels. A different
view of Fig. 6(c) is shown in Fig. 6(d). By displacing
one or more points that are attached to a 3-D pointer
and by assigning desired standard deviation of Gaus-
sians to the added or displaced points, we can achieve

(2) |
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different editing effects. In this manner, a model con-
structed from a range data set may be edited to take
a desired form.

S. SUMMARY AND CONCLUSIONS

A range image provides direct 3-D information
about an object and, thus, can be used to construct
a model of the object. In most situations, a range
image contains information about a single view of an
object. To construct a complete model, therefore, it is
necessary to integrate images from multiple views of
the object. Since information in images from different
views is in different coordinate systems, the images
must first be transformed into the same coordinate
system before integration. If information gathered in
a viewer-centered coordinate system can be trans-
formed into the object-centered coordinate system by
using a fiducial marker, images obtained from differ-
ent views also can be integrated without image regis-
tration.

(®)
(@

Fig 6. Model editing: (a) the original model (b) right cheek of the model is pulled outward (c) same as in
(b) except that the modification is made more local; (d) a different view of (c).






